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Abstract

We introduce a probabilistic dynamic quantization method
for neural networks that combines the adaptability of dy-
namic quantization with the low memory footprint of static
approaches. Our technique uses a surrogate probabilistic
model of pre-activation statistics to estimate quantization
parameters before layer execution, enabling input-adaptive
quantization without storing intermediate activations. This
design reduces the working memory overhead of conven-
tional dynamic quantization while retaining robustness to
distribution shifts. Our technique is evaluated across a di-
verse set of vision tasks and architectures, retaining accu-
racy comparable to dynamic quantization while operating
at the memory cost of static quantization. It achieves an
optimal balance between accuracy and computational cost
when compared to conventional quantization strategies.

1. Introduction
Neural networks have made remarkable progress across

a wide range of applications [31, 32, 34], with larger

models consistently outperforming smaller ones in a pre-

dictable way [1, 4]. The merit of this success is shared be-

tween new model architectures [24, 36, 41], training strate-

gies [22, 40] and system optimizations that allow highly

over-parametrized models to run efficiently [5, 6] even on

consumer-grade GP/GPUs. In this paper, we analyze neu-

ral network quantization [15, 27], one of the earliest and

most effective compression techniques that has consistently

shown good performance and remains highly relevant given

the increasing scale at which neural architectures are oper-

ating [40]. Quantization is not only crucial to enable infer-

ence of large models but also for low-footprint neural archi-

tectures [2, 19, 20, 23, 28], which typically run on devices

whose parameter memory and working memory are in the

order of few megabytes.

Many quantization schemes have been proposed [15,

27], each offering different trade-offs in performance and

computational costs. We can categorize them based on

(i) how the quantization mapping is defined - symmetric

and asymmetric quantization - and (ii) how the quantiza-

tion parameters are computed - static and dynamic quanti-

zation. This paper will focus on asymmetric quantization,

also known as uniform affine quantization. This quantiza-

tion scheme, described in detail in Sec. 3, is the most widely

used as it permits efficient implementation of fixed point

arithmetic [27] on a variety of hardware platforms without

introducing a significant quantization error. Additionally, it

is worth noting that symmetric quantization is a specific in-

stance of uniform affine quantization; therefore, the results

derived in this paper also apply to symmetric quantization.

The differences between static and dynamic quantization

mainly concern how the quantization parameters are esti-

mated. On a first approximation, we can say that the quan-

tization parameters depend only on the dynamic range of

the quantity (or tensor) to be quantized. In static quantiza-

tion, we assume that it is possible to accurately model the

dynamic range of the pre-activations of each layer in the

neural network by observing them on a given subset of the

training data [27]. This assumption is inaccurate for com-

mon neural network application scenarios, as the model life-

time is shifting to a two-stage pipeline, where pre-training,

post-training, and inference happen on distinct data distri-

butions [16]. Other common scenarios where this assump-

tion breaks are zero-shot inference, where the data distribu-

tion is unknown beforehand [29, 30], and shifts related to

ambient noise. To address this issue, dynamic quantization

measures the dynamic range of each pre-activation tensor

in the network [26] for every input. It is, therefore, more

robust to shifts in the input data distribution, which would

also be propagated to the pre-activations. This also makes

dynamic quantization the go-to choice for sequence mod-

elling problems and architectures [13, 35]. Notably, this

flexibility comes at a higher computational overhead, as de-

scribed in Sec. 3.

In this paper, we set out to integrate the computa-

tional benefits of static quantization with the performance

of dynamic quantization by proposing a novel, probabilistic

quantization scheme. Our method works by estimating the

dynamic range of the output using a surrogate model of the

neural network’s pre-activations, enabling input-adaptive
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quantization with minimal memory overhead. The contri-

butions of this paper are as follows:

• we reduce the memory overhead of dynamic quantization

while controlling the latency with a scaling parameter, γ;

• we benchmark the performance of our method on five vi-

sion tasks at different model scales;

• we study the performance drop of different quantization

strategies to domain shifts;

• we implement our novel quantization strategy within

CMSIS-NN [17] and benchmark it on an STM32L476RG

development board.

In the following, Sec. 2 introduces the mathematical

notation used throughout the manuscript and the related

works. Sec. 3 describes the computational costs of the

static and dynamic quantization schemes. Sec. 4 presents

our framework and its computational complexity. Finally,

Secs. 5 and 6 presents the experimental setup employed in

this paper and the results. The code to reproduce all results

is made available for both PyTorch and Embedded C for the

on-device experiments.1.

2. Background
In Sec. 2.1, we present the mathematical notation used in

the remainder of the paper. Sec. 2.2 presents recent litera-

ture on neural network quantization.

2.1. Notation
Quantization maps floating point values to integers using

scale s ∈ R, zero-point z ∈ Zb, and bit-width b ∈ N:

Qb(x, s, z) = clamp
(⌊x

s

⌉
+ z; 0, 2b − 1

)
, (1)

where �·� rounds to the nearest integer and clamp(x; a, b) =
max(a,min(x, b)).

For Qb(x) notation, we compute parameters from ob-

served min/max values:

s =
M −m

2b − 1
, z = −

⌊m
s

⌉
− 2b−1. (2)

De-quantization recovers the approximate original value:

x̂ = s(Qb(x)− z). (3)

We distinguish between per-tensor quantization (shared

parameters across the entire tensor) and per-channel quan-
tization (independent parameters per channel).

2.2. Related Works
The central research question in quantization is how can we
train neural networks that are robust to compression? To

address this problem, many works in the quantization liter-

ature are divided between optimizing quantization schemes

1https://github.com/Sentz98/ProbabilisticDynamicQuantization

and providing novel training strategies to increase the ro-

bustness to quantization noise. Hereafter, we present an

overview of relevant arts.

Quantization schemes. The most commonly used quanti-

zation scheme in quantization is static quantization [15, 27].

As mentioned in Sec. 1, this can harm the neural net-

work performance significantly due to unexpected shifts in

the data distribution. For this reason, when modelling se-

quences or targeting broad application domains, dynamic

quantization is the go-to solution, as the quantization pa-

rameters (Eq. (2)) are defined for each input independently.

Noting that the different layers in neural networks have

different sensitivity to quantization, we can adjust the bit-

width of each layer achieving what is called mixed precision
quantization [3]. Many papers proposed different strategies

to set the bit-width of each layer, from evolutionary algo-

rithms [25] to gradient-based optimization [8]. Dong et al.

[10, 11] propose to set the bit-width of each layer by an-

alyzing the hessian matrix of the weights. Liu et al. [26]

take this approach one step further by adapting each lay-

ers’ bit-width for each input, noting that data quality has a

role in determining the sensitivity of the neural networks to

quantization. Similarly, Wang et al. [37] achieves the same

objective using a reinforcement learning approach.

To the best of our knowledge, we are the first to work

towards making the dynamic quantization process more ef-

ficient for neural networks. We note that our quantization

scheme can work alongside any of the state-of-the-art quan-

tization techniques described above. Our approach should

be considered a plug-and-play optimization to trade work-

ing memory with a scalable computation overhead. This is

crucial when performing dynamically quantized inference

on devices with limited memory, or neural networks with

huge compute requirements.

3. Analytical Model of Quantization
The main difference between static and dynamic quantiza-

tion lies in when the quantization parameters (Eq. (2)) of the

pre-activations (i.e., output) are estimated. This distinction

mainly impacts the computational cost of these quantiza-

tion strategies. Without loss of generality, we will analyze

the working memory requirements and operation count on

a generic function f(·,W) : Rd → R
h, parametrized by

W and whose output entries fi can be computed indepen-

dently.

For all quantization strategies, the weights are quantized

before deploying the model [27], which reduces the foot-

print by storing the compressed weights, Qb(W), and their

quantization parameters. Additionally, for simplicity, let us

assume the input is already quantized. This simplification is

justifiable as we are only interested in modelling the com-

putational cost induced by evaluating f depending on the

quantization scheme employed for the output.
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Figure 1. This diagram showcases the differences between static (a), dynamic (b) and our quantization strategies (c) for a function f(x,w).
The quantization parameters for w are always computed before model deployment. For x, it depends on the quantization strategy, as

explained in Sec. 3. The orange box indicates that the output of f is already quantized using the provided parameters. Therefore, f(x) is

never stored as 32 bit variable. The blue box indicates that the parameters are computed before model deployment. The red box indicates

that the parameters are computed after each evaluation of the function of interest. The green box indicates that the parameters are computed

before evaluating the function f .

Before describing the difference between static and dy-

namic quantization, we introduce the general algorithm

employed by common neural network frameworks [7, 17]

when performing operations on quantized values. Prior

to evaluating arithmetic operators, neural network infer-

ence frameworks augment the bit-width of the operands to

b′ > bbit to avoid numeric overflow errors when represent-

ing the result. This operation is performed via data type

casting denoted as Cb′(·) in the remainder of the paper. Af-

ter evaluation, the result needs to be compressed back to

bbit based on its dynamic range.

Static quantization. In static quantization, all quantiza-

tion parameters are estimated using a calibration dataset, as

showcased in Fig. 1-a). The samples for this dataset are se-

lected to be representative of the data distribution. The intu-

ition behind static quantization is that if the calibration set

represents the test data distribution faithfully, we can model

the dynamic range of the output values of our function f
by evaluating it on the calibration set. This process happens

before deploying the model. Therefore, the quantization pa-

rameters of the output (sout, zout) are known before evaluat-

ing f . This is crucial in reducing the memory requirements

of quantization, as each entry of the output vector, yj , can

be compressed independently following

x̃ = Cb′(Qb(x)), W̃ = Cb′(Qb(W)) (4)

ỹj = fj(x̃,W̃) (5)

yj = Qb (ỹj , sout, zout) . (6)

That is, we first cast to b′ bits the input and weight en-

tries needed to compute the j-th output entry in Eq. (4).

Then, we evaluate the j-th output entry using b′ bit reso-

lution (Eq. (5)), and finally we quantize ỹj to bbit using

Eq. (6). We emphasize that by evaluating one output en-

try at the time and knowing the quantization parameters a

priori, we can directly quantize it to b bits. Therefore, the

working memory overhead of static quantization is constant

for an arbitrary-size output tensor, depends on the casting

bit-width (b′), and amounts to 3b′bit. Notably, there is no

latency overhead, as the quantization parameters (sout, zout)

are pre-computed.

Dynamic quantization. In dynamic quantization, the quan-

tization parameters of all pre-activations are computed on

the fly. This strategy allows for a more precise representa-

tion of the output’s dynamic range, yielding improved per-

formance. Nonetheless, this requires storing the entire out-

put tensor y before computing its quantization parameters,

as showcased in Fig. 1-b). Varying the size of the output

tensor (h) scales the memory overhead of dynamic quan-

tization linearly. Specifically, we first need to evaluate f
using b′ bits, then extract the quantization parameters and

compress y. This process produces an overhead of (b′ · h)
bit, needed to store Cb′(y). Then, we would compute its

quantization parameters and quantize y to a b bits represen-

tation. Additionally, dynamic quantization requires storing

(or searching, depending on the implementation) the mini-

mum and maximum values of the output tensor to compute

the quantization parameters, incurring a minor latency over-

head. In summary, although dynamic quantization improves

robustness to input shifts, it can lead to significant working

memory requirements that prevent this strategy from being

applied to models for resource-constrained devices.
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4. Methods

Our approach integrates the benefits of static and dynamic

quantization, providing a quantization scheme with low

memory overhead while adapting to each input. The core

novelty of our method is the estimation of the quantization

parameters of the output tensor before executing the neu-

ral network layer, as depicted in Fig. 1-c). Notably, this

combines the computational efficiency of static quantization

with the flexibility of dynamic quantization. In Sec. 4.1, we

describe the proposed estimation strategy; then, in Sec. 4.2,

we analyze its computational cost.

4.1. Estimation of the Quantization Parameters

Our estimation strategy is based on a surrogate model of

the neural network pre-activations. We designed the surro-

gate model exploiting an assumption commonly used when

describing the propagation of pre-activations in randomly

initialized neural networks [18]: neural network weights

are i.i.d. and normally distributed. The proposed model is

a surrogate model since this assumption does not provably

hold for trained neural networks. Therefore, we rely on an

extensive empirical evaluation to verify how well the surro-

gate model performs on various multimedia tasks and model

scales (Sec. 6).

Given this preamble, let us consider the pre-activations

of a linear layer, y � Wx, where W ∈ R
h×d,x ∈ R

d,y ∈
R

h and Wij ∼ N (μW , σ2
W ). We can model the expected

value of its j-th entry as

E[yj ] = E

[
d∑

i=1

Wixi

]
=

d∑
i=1

E [Wi]xi =

= μW

d∑
i=1

xi,

(7)

and the variance as

Var [yj ] = Var

[
d∑

i=1

Wjixi

]
=

d∑
i=1

Var [Wji]x
2
i =

= σ2
W

d∑
i=1

x2
i .

(8)

We observe that these results hold for all entries j ∈ [1, h],
as the i.i.d. assumption removes all the dependencies on

terms that vary with j. We will refer to E [yi] as E [y] for

brevity; a similar simplification is done for the variance.

Similarly, we can derive the same conclusions for a con-

volution. Let us consider a convolution whose kernel is

K ∈ R
l×p×k×k′

, where Kvrij ∼ N (μK,v, σ
2
K,v), l and

p represent the output and input channels, respectively. We

can easily derive the expected value of the entries yijv as

E [yi,j,v] = μK,v

p∑
r=1

k/2∑
q=−k/2

k′/2∑
t=−k′/2

x(i+q),(j+t),r, (9)

and their variance as

Var [yi,j,v] = σ2
K,v

p∑
r=1

k/2∑
q=−k/2

k′/2∑
t=−k′/2

x2
(i+q),(j+t),r.

(10)

Contrary to what we observed in Eqs. (7) and (10), we note

that, in this case, each output entry’s expected value and

variance depend on the i, j and v indices. This dependence

on i, j comes from the shifting of the kernel over the convo-

lution’s input, which causes the input to change. The depen-

dence on v derives from modelling the mean and variance

per channel. Assuming that σ2
K,v = σ2

K,v′ for all channels

(v, v′) ∈ [1, p]2 removes the channel dependency and can

be appropriate depending on the quantization scheme.

In our framework, we aggregate the prediction of

Eqs. (9) and (10) computed for each output using the fol-

lowing

E [y] =
1

HWp

p,H,W∑
v=i=j=1

E [yi,j,v] ,

Var [y] =

p,H,W∑
v=i=j=1

Var [yi,j,v]
2
+ (E [yi,j,v]− E [y])2,

(11)

where
∑p,H,W

v=i=j=1 is a shorter notation for∑p
v=1

∑H
i=1

∑W
j=1 and H,W are the output’s height

and width. This allows us to model the behavior of the

output activations on a per-tensor or per-channel resolu-

tion, without requiring per-pixel quantization parameters.

While our surrogate model provides estimates of E [y]
and Var [y], experiments showed that directly using these

statistics for quantization parameters leads to suboptimal

performance. We found that a lightweight calibration

phase is still necessary to determine appropriate coverage

parameters. To do so, we compute the probability of each

layer’s pre-activations being within an asymmetric interval

I(α, β) = [μy − ασy, μy + βσy] as

P(y ∈ I) =
1

#S
∑
yi∈S

yi∈I , (12)

where S is a calibration dataset of #S elements, · is the

indicator function, and μy � E [y] , σ2
y � Var [y]. We use

this to estimate the coverage of the layer’s pre-activations
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Original image Motion Blur White Noise Color Shift Pixelate Contrast

Figure 2. This illustration showcases the effect of some of the corruptions we implemented to simulate domain shifts in the test distribution.

All augmentations are shown with a severity score of three out of five.

given I(α, β) and tune the α, β hyperparameters to repre-

sent a given percentage of the pre-activations. We empha-

size that α, β remain fixed after calibration. Finally, we ex-

tract the quantization parameters using I(α, β) as the pre-

activations’ dynamic range. The design of I(α, β) scales

sout proportionally to the pre-activations’ dispersion, while

zout depends linearly on the mean of the distribution. There-

fore, our method is a trade-off between static and dynamic

quantization: we need a calibration dataset, as per static

quantization, but our quantization scheme adapts the quan-

tization parameters based on each input.

4.2. Computational Overhead of the Estimation

This section presents the computational overhead of our es-

timation strategy for linear layers and convolutions. We

note that both layers are part of the set of functions de-

scribed in Sec. 3. Therefore, these results are compara-

ble with those of Sec. 3. Note that our estimation strategy

runs before evaluating the function f , as shown in Fig. 1.

Therefore, the computational overhead of our quantization

scheme equals that of static quantization, plus the cost of

estimating the quantization parameters from the input and

weights.

For both linear layers and convolutions, the memory

overhead of the parameter estimation is constant and equal

to 2b′bit, equally divided between the mean and the vari-

ance estimation. This overhead adds a marginal cost to the

memory requirement of static quantization while drastically

reducing the memory requirement of dynamic quantization.

The time complexity differs depending on the layer. For

linear layers, the time complexity of evaluating Eqs. (7)

and (8) is the same and scales as O(d), where d is the

number of input channels. Once E [y] and Var [y] are es-

timated for one entry, they are known for the entire output

vector. Therefore, the linear layer’s computational over-

head is constant with respect to the output tensor’s shape.

For the convolution, instead, the time complexity of eval-

uating Eqs. (9) and (10) for one entry of the output tensor

scales as O(pkk′), where p is the number of input chan-

nels and k, k′ represent the kernel shapes. Assuming that

the output tensor has resolution H × W , the overall cost

scales as O(HWlpkk′), as per the corresponding convo-

lution. This can impact the performance of processing in

real-time high-resolution images. Nonetheless, we empha-

size that, with our strategy, we can trade working memory

for inference time. This is an asset for deploying neural net-

works on resource-constrained devices such as microcon-

trollers, where working memory is a hard constraint.

To mitigate the computational overhead of the estima-

tion stage, we introduce a scaling parameter called sam-
pling stride, γ ∈ R : 0 < γ ≤ max(H,W ). This hy-

perparameter expresses the number of output patches yikv

for which the estimation is computed as a fraction of the

output resolution. Therefore, it scales the complexity of

the estimation stage quadratically, rendering the complex-

ity O(HWlpkk′γ−2). The scaling induced by the sampling

stride is studied in Sec. 6.1, and its impact on downstream

task performance in Sec. 6.2.

5. Experimental Design
To validate the method, we designed an experimental setup

that comprises three stages. First, we analyze the compu-

tational cost of the proposed quantization approach when

deployed on a microcontroller (Sec. 5.1). Then, we evalu-

ate the performance with respect to the static and dynamic

quantization baselines across several computer vision tasks,

i.e. object detection, object segmentation, pose estimation,

oriented bounding box prediction and image classification

(Sec. 5.2). And finally, we conduct a sensitivity study to

evaluate the impact of the calibration’s set size and com-

plexity reduction hyperparameters (Sec. 5.3).

5.1. On-Device Complexity Analysis
To evaluate the latency of our approach on real-world

embedded hardware, we integrated our method into

CMSIS-NN[17]—a widely adopted neural network infer-

ence library for microcontrollers. We created a wrapper

around the CMSIS-NN functions arm convolve s8 and
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a) b) c)Figure 3. This diagram showcases the latency analysis of convolution. We vary independently the number of input and output channels.

From left to right, the hyperparameters for the latency measurements were a) input shape 32x32xCin, output channels 3, convolution’s

stride 1, b) input shape 32x32x3, convolution’s stride 1, and c) input shape 32x32x3, convolution’s stride 1.

arm fully connected s8, which are designed for int8

convolution and linear operations, respectively. All compu-

tations were carried out using fixed-point arithmetic to en-

sure full hardware compatibility. The square root function,

needed for estimating the standard deviation, is computed

using the Newton-Raphson algorithm [39].

We conducted latency measurements on an

STM32L476RG development board using our release

of the CMSIS library. To perform accurate measurements,

we toggled a GPIO pin after each inference, and used an

oscilloscope to record the timing data. The reported latency

values represent the averages computed over 100 runs.

5.2. Datasets and Models
Datasets. For object detection, we used the Common Ob-

jects in Context (COCO) dataset [21]. COCO contains

330K images among 80 object categories, with 200K im-

ages also annotated for pose estimation and semantic seg-

mentation. For pose estimation and semantic segmentation,

we evaluated our method on the COCO dataset. Finally, for

oriented bounding boxes (OBB), we used the DOTAv1 data

[38]. DOTAv1 is a large-scale benchmark for object detec-

tion from aerial images. OBB aims to enclose the target

objects inside the bounding box exactly. For image classifi-

cation, we considered the ImageNet1k [9] benchmark.

To study the impact of domain shifts on the proposed

quantization scheme and the baselines, we conducted an

out-of-domain evaluation of the model. We benchmarked

the pretrained models on images corrupted with randomly

sampled augmentations: white noise injection, blurring,

pixelation, quantization, color shift, brightness changes and

contrast. For each augmentation, we defined a severity

score from one to five. When using a severity of five, the

image is still recognizable by the human eye2. We evalu-

ate the models by uniformly sampling an augmentation and

severity for each image. On top of the set of augmenta-

2We invite the interested reader to refer to the code to learn about the

specific values used for each augmentation.

tions described above, we also added a ‘combination’ op-

tion that would combine more augmentations in one single

inference. A sample of the out-of-distribution samples is

presented in Fig. 2.

Models. To evaluate our quantization scheme, we used the

YOLO11 models [14] for all tasks excluding image clas-

sification, specifically utilizing the N variant with official

Ultralytics checkpoints across all datasets. For image clas-

sification, we use two widely adopted convolutional neu-

ral networks, namely ResNet50 [12] and MobileNetv2 [33].

For both models, we used pretrained checkpoints provided

by the torchvision.models library.

For all models, we tested both per-channel and per-tensor

quantization. The calibration set for our approach and static

quantization is shared and composed of 16 images from the

training sets of each dataset. During the evaluation of the

performance, we emulate the quantization pipeline using

a custom-made quantization API, with a fixed bitwidth of

8 bit. All tensors and layers are treated in the same way

for all quantization approaches (e.g., layer folding is never

applied).

5.3. Sensitivity Study

The aim of our sensitivity study is twofold: (i) explor-

ing how the complexity reduction from the sampling stride

impacts performance and (ii) understanding the impact of

the calibration set’s size on performance. We consider the

ResNet50 checkpoint evaluated on ImageNet. We experi-

mented with sampling strides γ ∈ {1, 4, 8, 16, 32}. This

reduces quadratically the complexity of the estimation pro-

cedure. Then, in the interest of time, we selected the model

with the best sampling stride (γ = 4) for our ablation on

the impact of the calibration set size. We evaluated the pro-

posed quantization scheme with three sets for each explored

cardinality #S = {16, 32, 64, 128, 256, 512} to mitigate

the impact of selecting more representative dataset sam-

ples.
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6. Results
In this Section, we present the experimental results. Sec. 6.1

presents the latency analysis. Sec. 6.2 reports the perfor-

mance of our method compared to the baselines. Finally,

Sec. 6.3 describes the sensitivity analysis results.

6.1. Computational Complexity
In Fig. 3, we showcase in green the overall latency to per-

form a convolution quantized per tensor using our quanti-

zation strategy in blue. The latency of the estimation and

convolution is reported in red and green, respectively. We

analyzed the scaling behavior of the latency with respect to

the number of input and output channels. We varied one

parameter at a time to characterize the impact of different

convolution hyperparameters. As expected by analyzing the

analytical complexity model in Sec. 4.2, we observe that

the latency is linearly increasing with the number of chan-

nels. At the same time, it remains constant independently of

the number of output channels. In Fig. 3-c), we showcase

how the estimation latency is affected by different values of

sampling stride. Again, we verify the quadratic decrease in

latency modeled in Sec. 4.2. We emphasize that, while la-

tency increases linearly with the number of input channels,

it decreases quadratically with sampling stride. Therefore,

we can tune the sampling stride parameter to compensate

for increasing latency costs without compromising perfor-

mance significantly (see Sec. 6.3). Overall, on-device ex-

periments on an STM32L476RG development board show-

case that the proposed quantization approach enables dy-

namic quantization with negligible memory overhead and a

minimal, tunable computation overhead.

6.2. Performance Evaluation
In-Domain. In Tab. 1, we present the performance of

the proposed quantization scheme and the baselines on in-

domain data. Consistently among tasks, dynamic quanti-

zation performs best, with a minor performance degrada-

tion with respect to the full precision model. The average

performance degradation over all tasks is 1.09% mAP50-95

for per-tensor quantization and 0.54% mAP50-95 for per-

channel quantization. Our method is always the second-

best, with an average performance degradation of 1.64%

mAP50-95 for per-tensor quantization and 0.88% mAP50-95

for per-channel quantization. We emphasize that, due to its

memory requirements, dynamic quantization is not appli-

cable in some application domains. On the contrary, our

quantization strategy yields comparable results with only a

fraction of the required memory, thus enabling on-device

dynamically-quantized inference. Compared to static quan-

tization, our approach yields better performance, especially

in the per-channel setting, where the mAP difference can

be up to 8% (ResNet50 on ImageNet1K). Our approach is

a good tradeoff between static and dynamic quantization

Figure 4. Impact of sampling stride, γ, on per-tensor (T) and per-

channel (C) quantization.

performance, with a computational cost between these two

baselines.

Out-of-Domain. In Tab. 1, we present the performance

of the proposed quantization scheme and the baselines on

out-of-domain data. This evaluation is designed to stress-

test the quantization strategies. The intuition is that ours

and static quantization would be the most challenged by the

mismatch between the calibration and test samples. We ob-

serve a similar trend to that of the In-Domain setting. No-

tably, the performance across all tasks, models and bit reso-

lutions dropped significantly due to the additional complex-

ity of performing these tasks on noisy images. Nonetheless,

dynamic quantization remains the overall best approach,

with an average performance drop of 1.00% per-tensor and

0.18% per-channel. We note that our strategy is the best for

segmentation, with static and dynamic performing within

1% mAP. Similarly to what we observed during the In-

Domain evaluation, our strategy strikes the optimal trade-

off between complexity and performance. Its performance,

averaged across all benchmarks, is 2.58% per-tensor and

0.99% per-channel, while static achieves 5.62% per-tensor

and 12.6% per-channel, respectively.

Another trend that emerges from the data for both the In-

Domain and Out-of-Domain evaluations is that per-channel

quantization performs better than per-tensor quantization

for ours and dynamic quantization. For static quantization,

instead, per-tensor quantization works better. One possible

explanation is that when performing static quantization per-

tensor, the inaccuracies in the calibration of the quantization

parameters for a specific channel can be ‘hidden’ by the pa-

rameter selection of the other channels. During per-channel

calibration, a wrong configuration of the quantization pa-

rameters almost certainly results in a performance drop.

6.3. Sensitivity Study
In Fig. 4, we showcase how varying the sampling stride im-

pacts the performance of our quantization strategy. The
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In-Distribution Out-of-Distribution

Ours Dynamic Static Ours Dynamic Static

Task FP32 T C T C T C FP32 T C T C T C

mAP50-95 Results

Detection 39.23 38.89 38.83 39.01 39.07 38.77 34.01 21.67 19.34 19.22 20.99 21.08 19.17 17.55

Segment 32.04 31.55 31.57 31.59 31.76 31.52 30.13 16.79 17.23 17.28 16.24 16.40 17.18 15.81

Pose 51.14 50.83 51.01 50.89 51.11 49.71 21.35 28.84 28.22 28.09 28.50 28.73 21.35 20.87

OBB 47.06 46.72 46.88 46.88 47.05 45.36 43.05 25.24 24.34 24.54 25.00 25.04 23.26 22.67

Top-1 Accuracy Results

Classification 80.86 77.64 78.00 79.16 80.26 77.97 71.24 49.63 46.41 49.18 48.31 49.61 45.83 38.79

Classification 72.02 71.41 71.31 71.42 71.54 71.23 68.26 38.67 38.29 38.38 38.56 38.76 38.03 35.23

Table 1. Performance comparison across datasets and tasks for both In-Distribution and Out-of-Distribution (OOD) samples. The table

is divided into two metric sections: mAP50-95 results for detection, pose estimation, segmentation, and OBB tasks; and Top-1 accuracy

results for image classification tasks. Detection and segmentation tasks use COCO dataset with Yolo11n-det and Yolo11n-seg models

respectively. Pose estimation uses COCO-POSE dataset with Yolo11n-pose model. OBB task uses DOTAv1 dataset with Yolo11n-obb

model. Classification tasks use ImageNet1K dataset with ResNet50 and MobileNetv2 models. OOD samples include corruptions. T and

C refer to per-tensor and per-channel quantization, respectively. Bold numbers represent the best performance per row; italic numbers

represent the second best. For our approach, we used γ = 1.

Figure 5. Impact of calibration dataset size, #S on per-tensor (T)

and per-channel (C) quantization.

per-channel quantization approach maintains almost con-

stant performance with increasing γ for both the In-Domain

and Out-of-Domain settings. This suggests that per-channel

quantization is robust to spatial shifts in the latent repre-

sentations. For per-tensor quantization, instead, the perfor-

mance of the quantized model drops by ∼2% when reduc-

ing the complexity of the estimate by a factor of 1024. We

note that this performance drop is negligible considering the

significant benefits in latency. Therefore, from these results

and those presented in Sec. 6.1, we conclude that our quan-

tization strategy can be adapted to adjust the complexity

of the estimation, without sacrificing performance signifi-

cantly.

Finally, we analyzed the impact of the calibration set size

on the performance of our approach. We report the results in

Fig. 5. For per-channel quantization, we achieved good per-

formance with only 16 images and observed negligible im-

provements with larger calibration datasets. For per-tensor

calibration, there is more variability in performance with re-

spect to the size of the calibration set. Nonetheless, the vari-

ability is lower than 1% in top-1 accuracy with no evident

relationship with the size of the calibration set. We conclude

that the calibration set size does not play an essential role in

quantization performance in our experimental setup.

7. Conclusion

This work introduced a probabilistic approach for dynamic

quantization that bridges the gap between static and dy-

namic quantization. Our method leverages a surrogate

model to estimate the dynamic range of pre-activations be-

fore layer execution, thus enabling input-adaptive quanti-

zation with a memory overhead in the same order of static

quantization. We validated our approach across diverse vi-

sion tasks and architectures, demonstrating that it performs

comparably to dynamic quantization, while maintaining a

latency and memory profile comparable to static quantiza-

tion. Furthermore, we showed that our method is robust to

distribution shifts and can be tuned efficiently via the sam-

pling stride parameter, enabling deployment on resource-

constrained devices such as microcontrollers. Our findings

suggest modeling pre-activation via surrogate statistics is

a viable and scalable alternative to conventional dynamic

quantization for neural networks.
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